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Why Reproducibility?
• Reproducibility is the cornerstone of science
• “If I have seen further it is by standing on the

shoulders of giants.”
Isaac Newton
• Science is incremental and self-correcting
• If we can’t trust (or reproduce) previous results,

we have to start over from scratch
• Reproducibility for selfish reasons: Increased

impact, visibility [Vandewalle et al. 2009] and
research quality [Begley and Ellis 2012]
• Ability to stand on our own shoulders!

Why Reproducibility?

Why Reproducibility?

Why Not Reproducibility?
• Intellectual property concerns: patents/commercial prospects
• It is too hard and too time consuming
“authors have complained that the process requires
too much work for the benefit derived”
Bonnet et al., SIGMOD Record 2011

“Insufficient time is the main reason why scientists
do not make their data and experiment available and
reproducible.”
Carol Tenopir, Beyond the PDF 2 Conference

“77% claim that they do not have time to document
and clean up the code.”
Victoria Stodden, Survey of the Machine Learning Community –
NIPS 2010

“It would require huge amount of effort to make
our code work with the latest versions of these tools.”
Collberg et al., Repeatability and Benefaction in Computer Systems
Research, University of Arizona TR 14-04
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Abstract. We give an overview of VisTrails, a system that provides
an infrastructure for systematically capturing detailed provenance and
streamlining the data exploration process. A key feature that sets VisTrails apart from previous visualization and scientific workflow systems
is a novel action-based mechanism that uniformly captures provenance
for data products and workflows used to generate these products. This
mechanism not only ensures reproducibility of results, but it also simplifies data exploration by allowing scientists to easily navigate through
the space of workflows and parameter settings for an exploration task.
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Introduction

ABSTRACT
We show how workflow systems can be augmented to leverage provenance information to enhance usability. In particular, we will demonstrate new mechanisms and intuitive
user interfaces designed to allow users to query workflows
by example and to refine workflows by analogies. These
techniques are implemented in VisTrails, an open-source
provenance-enabled scientific workflow system that can be
combined with a wide range of tools, libraries, and visualization systems. We will show di↵erent scenarios where these
techniques can be used to simplify the notoriously hard tasks
of creating and refining workflows.

Categories and Subject Descriptors
H.4 [Information Systems Applications]: General

General Terms

Workflow systems have been traditionally used to automate repetitive tasks and
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T. analogy
Silva, Member, IEEE
and visualization, for example, require scientists to assemble complex workflows
1. INTRODUCTION
that
consist of dataset selection, and specification of series of algorithms and
Abstract— While there have been advances in visualization systems, particularly in multi-view visualizations and
visual exploration,
Computing
has been an the
enormous accelerator to science
visualization
techniques
to transform,
analyze
andinvisualize
the data.
The that
workprocess of building
visualizations
remains a major
bottleneck
data exploration.
We show
provenance
metadata
collected
during explosion in many di↵erent
and
has led to
an information
fields. To analyze
and understand
scientific data, complex
the creation
of pipelines
can beadjusted
reused to suggest
similar content
in related
visualizations
guide semi-automated
changes.
We
flow
specification
is then
in an iterative
process,
as the
scientistand
gencomputational
processes
must be assembled, often requirintroduce
the
idea
of
query-by-example
in
the
context
of
an
ensemble
of
visualizations,
and
the
use
of
analogies
as
first-class
operations
erates, explores and evaluate hypotheses about the data under study. Often,
ing the combination
of loosely-coupled resources, specialin a system to guide scalable interactions. We describe an implementation of these techniques in VisTrails,
a publicly-available,
ized libraries, and grid and Web services. These processes
insight
comes
from comparing multiple data products. For example, by applying
open-source
system.
may generate even more final and intermediate data proda given visualization process to multiple datasets; by varying the values of simucts, adding to the overflow of information scientists need to
Index Terms—visualization systems, query-by-example, analogy
ulation parameters; or by applying di↵erent variations of a process (e.g., which
deal with. Ad-hoc approaches to data exploration (e.g., Perl
scripts) have been widely used in the scientific community,
use di↵erent visualization algorithms) to a dataset. This places the burden on
but have serious limitations. In particular, scientists and
DOI:
10.1111/j.1467-8659.2010.01830.x
the scientist to first generate a data product and then toCOMPUTER
rememberGRAPHICS
the input forum
engineers need to expend substantial e↵ort managing data
Volume that
30 (2011),
number
(e.g., scripts that encode computational tasks, raw data,
data sets, parameter values, and the exact workflow configuration
led
to 1 pp. 75–84
I NTRODUCTION
data products, and notes) and recording provenance inforthat data product. As a result, much time is spent manually managing these
mation
so that basic
questions
canofbe answered, such as:
techniques
and the
domain
Over the last 20 years, visualization research has emerged as an ef- requires expertise in both visualization
workflows,
theirand
relationships
and associated
the datadata.
being explored. We propose a new framework that enables
ectiverapidly-evolving
means to help scientists,
engineers,
other professionals
VisTrails
and
Provenance
for
Teaching
Consider
theUsing
problem
of radiation
treatment
Whereas
reuseaofscanner
this knowledge to aid both expert and non-expert
xtract insight
from raw
data.
Visualization
techniques
are
key to planning.
un- the effective
make digital or hard copies of all or part of this work for
users in performing
data explorationPermission
throughtovisualization.
erstanding
complex
phenomena,
and
field has using
grown advanced
into a mature
can create
a new
dataset
inthe
minutes,
dataflow-based
visualization
personal or classroom use is granted without fee provided that copies are
Scientific
Visualization
The
framework
consists
of
two
key
components:
anorintuitive
rea with
an
established
research
agenda
[23].
Software
systems
have
not
made
or
distributed
for profit
commercial advantage and that copies
tools such as SCIRun [10], it takes from several hours to days to create approbear a
thisnovel
notice and
the full citationfor
on the
first page. To copy otherwise, to
mechanism
semieen developed that provide flexible frameworks for creating complex interface for querying dataflows and
priate visualizations. Fig. 1 shows a series of visualizations generated from a CT
republish, to post on servers or to redistribute to lists, requires prior specific
by analogy.
isualizations. These systems can be broadly classified as turnkey ap- automatically creating visualizationspermission
and/or a The
fee. query interface
scan(e.g.,
of aParaView,
torso—each
visualization
is created
by a di↵erent dataflow.
During
the
SIGMOD’08,
June 9–12,
2008,(e.g.,
Vancouver,
both
simple
keyword-based
and selection
queries
findBC,
vi-Canada.
lications
VisIt, Amira)
5, 22]
dataflow-based
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Who created this data product and when? When was it
modified and by whom? What was the process used to create the data product? Were two data products derived from
the same raw data? Not only is the process time-consuming,
but also error-prone.
Workflow systems have therefore grown in popularity within the scientific community (see e.g., [3, 8, 9]). Not only do
they support the automation of repetitive tasks, but they
can also capture complex analysis processes at various levels
of detail and systematically capture provenance information
for the derived data products.
While significant progress has been made in unifying computations under the workflow umbrella, workflow systems
are notoriously hard to use. They require a steep learning
curve: users need to learn programming languages, programming environments, specialized libraries, and best practices
for constructing workflows. Often, workflow engineers who
have programming expertise construct workflows at the request of scientists. Whereas this modus operandi is acceptable for tasks that require few workflows that will be run
many times, the same cannot be said of tasks that are exploratory in nature. For the latter, a workflow (or a set of
workflows) must be iteratively refined as a scientist formulates and tests hypotheses. For example, while mining or
creating visualizations of a dataset, a user needs to experiment with di↵erent parameter values as well as with di↵erent
techniques. This process requires domain expertise that a
workflow engineer does not have, and it requires expertise in
building workflows which a domain scientist seldom has. To
bridge this gap, we need systems that facilitate the process
of constructing and refining workflows. Usability and the
ability to cater to a broad set of users with varying levels of
experience is of utmost importance for workflow systems.
The VisTrails system [1, 7] represents our initial attempt
to provide support for tasks that involve data exploration
through workflows. VisTrails is an open-source provenanceenabled scientific workflow middleware which can be combined with a wide range of tools, libraries and visualization
systems. A new concept we introduced with VisTrails is the
notion of provenance of workflows [5]. In contrast to previous workflow systems which maintained provenance only for
the data products generated by workflows, VisTrails treats
the workflows themselves as first-class data items and keeps
their provenance. We have shown that the provenance of
how workflows evolve over time enables a series of operations
which simplify exploratory processes, for example: scientists
can easily navigate through the space of workflows created

[ACM SIGMOD 2008]

[JSTAT 2011]

https://github.com/VisTrails

https://github.com/ViDA-NYU/reprozip
http://www.crowdlabs.org/
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Who created this data product and when? When was it
modified and by whom? What was the process used to create the data product? Were two data products derived from
the same raw data? Not only is the process time-consuming,
but also error-prone.
Workflow systems have therefore grown in popularity within the scientific community (see e.g., [3, 8, 9]). Not only do
they support the automation of repetitive tasks, but they
can also capture complex analysis processes at various levels
of detail and systematically capture provenance information
for the derived data products.
While significant progress has been made in unifying computations under the workflow umbrella, workflow systems
are notoriously hard to use. They require a steep learning
curve: users need to learn programming languages, programming environments, specialized libraries, and best practices
for constructing workflows. Often, workflow engineers who
have programming expertise construct workflows at the request of scientists. Whereas this modus operandi is acceptable for tasks that require few workflows that will be run
many times, the same cannot be said of tasks that are exploratory in nature. For the latter, a workflow (or a set of
workflows) must be iteratively refined as a scientist formulates and tests hypotheses. For example, while mining or
creating visualizations of a dataset, a user needs to experiment with di↵erent parameter values as well as with di↵erent
techniques. This process requires domain expertise that a
workflow engineer does not have, and it requires expertise in
building workflows which a domain scientist seldom has. To
bridge this gap, we need systems that facilitate the process
of constructing and refining workflows. Usability and the
ability to cater to a broad set of users with varying levels of
experience is of utmost importance for workflow systems.
The VisTrails system [1, 7] represents our initial attempt
to provide support for tasks that involve data exploration
through workflows. VisTrails is an open-source provenanceenabled scientific workflow middleware which can be combined with a wide range of tools, libraries and visualization
systems. A new concept we introduced with VisTrails is the
notion of provenance of workflows [5]. In contrast to previous workflow systems which maintained provenance only for
the data products generated by workflows, VisTrails treats
the workflows themselves as first-class data items and keeps
their provenance. We have shown that the provenance of
how workflows evolve over time enables a series of operations
which simplify exploratory processes, for example: scientists
can easily navigate through the space of workflows created
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T. analogy
Silva, Member, IEEE
and visualization, for example, require scientists to assemble complex workflows
1. INTRODUCTION
that
consist of dataset selection, and specification of series of algorithms and
Abstract— While there have been advances in visualization systems, particularly in multi-view visualizations and
visual exploration,
Computing
has been an the
enormous accelerator to science
visualization
techniques
to transform,
analyze
andinvisualize
the data.
The that
workprocess of building
visualizations
remains a major
bottleneck
data exploration.
We show
provenance
metadata
collected
during explosion in many di↵erent
and
has led to
an information
fields. To analyze
and understand
scientific data, complex
the creation
of pipelines
can beadjusted
reused to suggest
similar content
in related
visualizations
guide semi-automated
changes.
We
flow
specification
is then
in an iterative
process,
as the
scientistand
gencomputational
processes
must be assembled, often requirintroduce
the
idea
of
query-by-example
in
the
context
of
an
ensemble
of
visualizations,
and
the
use
of
analogies
as
first-class
operations
erates, explores and evaluate hypotheses about the data under study. Often,
ing the combination
of loosely-coupled resources, specialin a system to guide scalable interactions. We describe an implementation of these techniques in VisTrails,
a publicly-available,
ized libraries, and grid and Web services. These processes
insight
comes
from comparing multiple data products. For example, by applying
open-source
system.
may generate even more final and intermediate data proda given visualization process to multiple datasets; by varying the values of simucts, adding to the overflow of information scientists need to
Index Terms—visualization systems, query-by-example, analogy
ulation parameters; or by applying di↵erent variations of a process (e.g., which
deal with. Ad-hoc approaches to data exploration (e.g., Perl
scripts) have been widely used in the scientific community,
use di↵erent visualization algorithms) to a dataset. This places the burden on
but have serious limitations. In particular, scientists and
DOI:
10.1111/j.1467-8659.2010.01830.x
the scientist to first generate a data product and then toCOMPUTER
rememberGRAPHICS
the input forum
engineers need to expend substantial e↵ort managing data
Volume that
30 (2011),
number
(e.g., scripts that encode computational tasks, raw data,
data sets, parameter values, and the exact workflow configuration
led
to 1 pp. 75–84
I NTRODUCTION
data products, and notes) and recording provenance inforthat data product. As a result, much time is spent manually managing these
mation
so that basic
questions
canofbe answered, such as:
techniques
and the
domain
Over the last 20 years, visualization research has emerged as an ef- requires expertise in both visualization
workflows,
theirand
relationships
and associated
the datadata.
being explored. We propose a new framework that enables
ectiverapidly-evolving
means to help scientists,
engineers,
other professionals
VisTrails
and
Provenance
for
Teaching
Consider
theUsing
problem
of radiation
treatment
Whereas
reuseaofscanner
this knowledge to aid both expert and non-expert
xtract insight
from raw
data.
Visualization
techniques
are
key to planning.
un- the effective
make digital or hard copies of all or part of this work for
users in performing
data explorationPermission
throughtovisualization.
erstanding
complex
phenomena,
and
field has using
grown advanced
into a mature
can create
a new
dataset
inthe
minutes,
dataflow-based
visualization
personal or classroom use is granted without fee provided that copies are
Scientific
Visualization
The
framework
consists
of
two
key
components:
anorintuitive
rea with
an
established
research
agenda
[23].
Software
systems
have
not
made
or
distributed
for profit
commercial advantage and that copies
tools such as SCIRun [10], it takes from several hours to days to create approbear a
thisnovel
notice and
the full citationfor
on the
first page. To copy otherwise, to
mechanism
semieen developed that provide flexible frameworks for creating complex interface for querying dataflows and
priate visualizations. Fig. 1 shows a series of visualizations generated from a CT
republish, to post on servers or to redistribute to lists, requires prior specific
by analogy.
isualizations. These systems can be broadly classified as turnkey ap- automatically creating visualizationspermission
and/or a The
fee. query interface
scan(e.g.,
of aParaView,
torso—each
visualization
is created
by a di↵erent dataflow.
During
the
SIGMOD’08,
June 9–12,
2008,(e.g.,
Vancouver,
both
simple
keyword-based
and selection
queries
findBC,
vi-Canada.
lications
VisIt, Amira)
5, 22]
dataflow-based
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the data products generated by workflows, VisTrails treats
the workflows themselves as first-class data items and keeps
their provenance. We have shown that the provenance of
how workflows evolve over time enables a series of operations
which simplify exploratory processes, for example: scientists
can easily navigate through the space of workflows created

[ACM SIGMOD 2008]

[JSTAT 2011]

https://github.com/VisTrails

https://github.com/ViDA-NYU/reprozip
http://www.crowdlabs.org/

[CGF 2011]
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• Make reproducibility really easy à more people will do it!
• Develop and disseminate best practices
• Create and institutionalize an incentive structure

Building Tools
• Academic software built by PhD students is a

good start
• Tools must be robust, easy to install and use
• A lot of work that does not lead to publications
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Abstract

We describe ReproZip, a tool that makes it easier for
authors to publish reproducible results and for reviewers
to validate these results. By tracking operating system
calls, ReproZip systematically captures detailed provenance of existing experiments, including data dependencies, libraries used, and configuration parameters. This
information is combined into a package that can be installed and run on a different environment. An important goal that we have for ReproZip is usability. Besides
simplifying the creation of reproducible results, the system also helps reviewers. Because the package is selfcontained, reviewers need not install any additional software to run the experiments. In addition, ReproZip generates a workflow specification for the experiment. This
not only enables reviewers to execute this specification

Juliana Freire
Polytechnic Institute of NYU
juliana.freire@nyu.edu
[TAPP 2013]

correctly reproduce their experiments. In order to reproduce an experiment, we need detailed provenance
which includes [5, 3]: (i) a description of the data; (ii)
a complete specification of the experiment and its steps,
preferably as a workflow in which parameters and computational tasks are explicitly defined; and (iii) information about the originating computational environment E
(e.g., OS, hardware architecture, and library dependencies) that may be needed if the experiment is to be reexecuted in a new environment E 0 . These different pieces
of information need to be connected so that a complete
and executable description can be generated.
Keeping track of this information manually is rarely
feasible – it is both time-consuming and error-prone.
First, computational environments are complex, consisting of many layers of hardware and software, and the
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software developers
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Outreach and Education
• University-wide courses and tutorials on tools

(e.g., git, ReproZip)
• Office hours: students, staff, and faculty can ask questions about
managing their research data, reproducibility
• Teaching best practices to graduate students
• Reproducibility modules in existing courses (e.g., Freire’s Big Data

course, Shasha’s Database course)

• Citing Code and Data, by Vicky Steeves

https://vickysteeves.github.io/DataScience-Citation-Workshop/#/
• NYU Data Services: https://github.com/NYU-DataServices/

• Resources
• http://repromatch.engineering.nyu.edu
• http://reproduciblescience.org
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• NYU Data Services: https://github.com/NYU-DataServices/

• Resources
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• http://reproduciblescience.org

Incentives
• Reproducibility badges ACM: incentive for authors

http://www.acm.org/publications/policies/artifact-review-badging
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ABSTRACT

The proliferation and ubiquity of temporal data across many
disciplines has generated substantial interest in the analysis
and mining of time series. Clustering is one of the most popular data mining methods, not only due to its exploratory
power, but also as a preprocessing step or subroutine for
other techniques. In this paper, we present k-Shape, a novel
algorithm for time-series clustering. k-Shape relies on a scalable iterative refinement procedure, which creates homogeneous and well-separated clusters. As its distance measure,
k-Shape uses a normalized version of the cross-correlation
measure in order to consider the shapes of time series while
comparing them. Based on the properties of that distance
measure, we develop a method to compute cluster centroids,
which are used in every iteration to update the assignment
of time series to clusters. To demonstrate the robustness of
k-Shape, we perform an extensive experimental evaluation
of our approach against partitional, hierarchical, and spectral clustering methods, with combinations of the most competitive distance measures. k-Shape outperforms all scalable
approaches in terms of accuracy. Furthermore, k-Shape also
outperforms all non-scalable (and hence impractical) com-
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Lessons Learned
• Need a multi-pronged approach to democratize
•
•
•
•
•

reproducibility: tools, training, incentives
Collaboration across MSDSE partners has been instrumental
to our success
To build high-quality tools, we need research engineers
Investment in outreach and education have a high payoff
Institutional/cultural changes take time, but they happen
Reproducibility is just the beginning, better science will
follow!
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